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A	  produc9vity	  crisis	  in	  research	  
Data	  volumes	  	  
are	  growing	  	  
much	  faster	  than	  
Moore’s	  law	  …	  
(10,000x	  more	  over	  last	  6	  
years	  for	  genome	  data)	  

Kahn,	  Science,	  331	  
(6018):	  728-‐729	  
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A	  produc9vity	  crisis	  in	  research	  

But	  most	  labs	  
have	  extremely	  

limited	  resources	  

Kahn,	  Science,	  331	  
(6018):	  728-‐729	  

Heidorn:	  NSF	  
grants	  in	  2007	  	  

<	  $350,000	  
80%	  of	  awards	  
50%	  of	  grant	  $$	  

Data	  volumes	  	  
are	  growing	  	  
much	  faster	  than	  
Moore’s	  law	  …	  
(10,000x	  more	  over	  last	  6	  
years	  for	  genome	  data)	  
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Automa9on	  and	  outsourcing	  are	  key	  

•  Automa3on	  is	  required	  
to	  apply	  more	  
sophis9cated	  methods	  
to	  far	  more	  data	  	  
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Automa9on	  and	  outsourcing	  are	  key	  

•  Automa3on	  is	  required	  
to	  apply	  more	  
sophis9cated	  methods	  
to	  far	  more	  data	  	  

•  Outsourcing	  is	  needed	  
to	  achieve	  economies	  
of	  scale	  in	  the	  use	  of	  
automated	  methods	  
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They	  work	  for	  small	  and	  medium	  business	  
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Analysis	  

Staging	   Ingest	  

Community	  
Repository	  

Archive	   Mirror	  

Registry	  

Next-‐gen	  
genome	  
sequencer	  

Telescope	   In	  millions	  of	  labs	  worldwide,	  
researchers	  struggle	  with	  massive	  
data,	  advanced	  soAware,	  complex	  
protocols,	  burdensome	  repor3ng	  

The	  research	  data	  lifecycle	  

Simula3on	  

Accelerate	  discovery	  and	  innova3on	  by	  outsourcing	  difficult	  tasks	  
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Research	  strategy	  

•  Iden9fy	  3me-‐consuming	  ac3vity	  that	  appears	  
amenable	  to	  automa9on	  and	  outsourcing	  

•  Implement	  ac9vity	  as	  a	  high-‐quality,	  low-‐touch	  
SaaS	  solu3on	  with	  high	  economies	  of	  scale	  

•  Evaluate	  usage	  and	  performance	  
•  Extract	  common	  elements	  as	  a	  
research	  automa3on	  plaEorm	  

•  Repeat	  
Bonus	  ques9on:	  Iden9fy	  methods	  for	  delivering	  
SaaS	  solu9ons	  in	  sustainable	  manner	  

Sodware	  as	  a	  service	  

Plaeorm	  as	  a	  service	  

Infrastructure	  as	  a	  service	  
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The	  
Research	  
Cloud	  
	  
	  
	  

Grid	  meets	  Cloud	  

Millions	  of	  researchers	  worldwide	  need	  advanced	  
IT	  to	  tackle	  important	  and	  urgent	  problems	  	  
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Analysis	  

Staging	   Ingest	  

Community	  
Repository	  

Archive	   Mirror	  

Registry	  

Next-‐gen	  
genome	  
sequencer	  

Telescope	   In	  millions	  of	  labs	  worldwide,	  
researchers	  struggle	  with	  massive	  
data,	  advanced	  soAware,	  complex	  
protocols,	  burdensome	  repor3ng	  

Characterizing	  big	  process	  requirements	  

Accelerate	  discovery	  and	  innova3on	  by	  outsourcing	  difficult	  tasks	  

Simula3on	  

Data	  movement	  is	  a	  frequent	  challenge	  
•  Between	  facili9es,	  archives,	  researchers	  
•  Many	  files,	  large	  data	  volumes	  
•  With	  security,	  reliability,	  performance	  
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A	  first	  step:	  Automated	  file	  movement	  

File	  movement	  as	  a	  service	  
	  	  

Secure,	  automated,	  reliable,	  	  	  	  	  	  
	  	  high-‐speed	  movement,	  
	  	  synchroniza9on	  of	  many	  files	  

6,000	  users	  
500	  M	  files	  moved	  
8	  PB	  moved	  
100s	  of	  endpoints	  
99.9%	  availability	  

Biggest:	  1	  PB	  
Most	  files:	  10M	  
Longest:	  100	  days	  
Furthest:	  Australia	  
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Examples	  of	  Globus	  Online	  in	  ac9on	  

•  K.	  Heitmann	  (ANL)	  moves	  22TB	  	  
cosmology	  data	  at	  5	  Gb/s	  LANL	  à	  ANL	  

•  B.	  Winjum	  (UCLA)	  moves	  900K-‐file	  
plasma	  physics	  datasets	  UCLA	  -‐	  NERSC	  

•  Dan	  Kozak	  (Caltech)	  replicates	  1	  PB	  	  
LIGO	  astronomy	  data	  for	  resilience	  

•  Recommended	  by	  many	  supercomputer	  centers,	  
genome	  facili9es,	  light	  sources,	  universi9es	  
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Globus	  Online	  under	  the	  covers	  

Iden99es,	  profiles,	  groups	  

Transfer	  

Nexus	  

Web	  servers,	  data	  
movers,	  	  
CLI,	  etc.	  

Transfer	  state	  

Replicated	  
Cloud-‐hosted	  

	  
	  

High	  availability	  



www.ci.anl.gov	  
www.ci.uchicago.edu	  

15	  

Analysis	  

Staging	   Ingest	  

Community	  
Repository	  

Archive	   Mirror	  

Registry	  

Next-‐gen	  
genome	  
sequencer	  

Telescope	   In	  millions	  of	  labs	  worldwide,	  
researchers	  struggle	  with	  massive	  
data,	  advanced	  soAware,	  complex	  
protocols,	  burdensome	  repor3ng	  

Need	  much	  more	  than	  file	  movement	  

Accelerate	  discovery	  and	  innova3on	  by	  outsourcing	  difficult	  tasks	  

Simula3on	  
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We	  are	  also	  working	  on	  other	  ac9vi9es	  
•  Sharing	  and	  distribu9on	  

–  User-‐managed	  sharing	  with	  individuals	  and	  groups	  
•  Ingest	  and	  publica9on	  

–  Imagine	  a	  DropBox	  that	  not	  only	  replicates,	  but	  also	  
extracts	  metadata,	  catalogs,	  converts	  

•  Cataloging	  
–  Virtual	  views	  of	  data	  based	  on	  user-‐defined	  and/or	  
automa9cally	  extracted	  metadata	  

•  Computa9on	  
–  Associate	  computa9onal	  procedures,	  orchestrate	  
applica9on,	  catalog	  results,	  record	  provenance	  
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Cloud-‐based	  data	  analysis	  

	  From	  Web	  GUI	  	  
Transfer	  Exome	  data	  from	  “Sequencing	  center”	  to	  “Galaxy	  Endpoint”	  	  

Broad	  Sequencing	  
Center	  

Perkin	  Elmer	  
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Cloud-‐based	  data	  analysis	  

	  From	  Web	  GUI	  	  
Transfer	  Exome	  data	  from	  “Sequencing	  center”	  to	  “Galaxy	  Endpoint”	  	  
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Outsourcing	  data	  analysis	  

•  We	  need	  ac3ve	  data	  repositories	  providing	  for:	  
–  Integra9on	  and	  maintenance	  of	  large,	  diverse	  data	  
–  Not	  just	  access	  to	  individual	  elements	  but	  demanding	  
user-‐defined	  computa9ons	  over	  en9re	  datasets	  

–  Linking	  of	  diverse	  computa9onal	  results	  produced	  by	  
different	  methods	  and	  people	  

– Maintenance	  in	  the	  face	  of	  diverse	  updates	  
•  Observa9ons	  and	  ques9ons	  

–  Architecture	  TBD.	  Surely	  HDFS	  is	  inadequate?	  
–  ADRs	  will	  surely	  be	  heterogeneous	  
–  Integra9on	  with	  inves9gator	  research	  plaeorms	  
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A	  research	  data	  management	  plaeorm	  

Plaeorm:	  “technology	  that	  enables	  the	  crea9on	  of	  
products	  and	  processes”	  
•  File,	  catalog,	  analysis	  management	  
•  Iden3ty	  hub:	  Manage	  user	  	  
profiles,	  iden99es,	  	  
delegated	  creden9als	  

•  Group	  hub:	  Manage	  	  
group	  membership	  informa9on	  

All	  accessible	  via	  REST	  APIs	  (and	  CLI),	  allowing	  user	  
or	  team	  services	  to	  offload	  these	  func9ons	  

Sodware	  as	  a	  service	  

PlaEorm	  as	  a	  service	  

Infrastructure	  as	  a	  service	  
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Kbase:	  Iden9ty,	  group,	  file	  movement	  

kbase.science.energy.gov	  
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In	  summary:	  Big	  process	  for	  big	  data	  

Accelerate	  discovery	  and	  innova9on	  worldwide	  
by	  providing	  research	  IT	  as	  a	  service	  
	  

Outsource	  9me-‐consuming	  tasks	  to	  
•  provide	  large	  numbers	  of	  researchers	  with	  

unprecedented	  access	  to	  powerful	  tools;	  	  
•  enable	  	  a	  massive	  shortening	  of	  cycle	  9mes	  in	  

9me-‐consuming	  research	  processes;	  and	  
•  reduce	  research	  IT	  costs	  via	  economies	  of	  scale	  
Accelerate	  exis3ng	  science;	  enable	  new	  science	  
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The	  team	  includes	  [par9al	  list]	  
At	  Argonne	  and	  UChicago	  
•  Bryce	  Allen	  
•  Rachana	  Ananthakrishnan	  
•  Josh	  Bryan	  
•  Kyle	  Chard	  
•  Lisa	  Childers	  
•  Vytas	  Cuplinskas	  
•  Paul	  Davé	  
•  Raj	  Kevmuthu	  
•  Jack	  Kordas	  
•  Lukasz	  Lacinski	  
•  Mavas	  Lidman	  
•  Ravi	  Madduri	  
•  Stuart	  Mar9n	  

•  Dan	  Morgan	  
•  JP	  Navarro	  
•  Gigi	  Rohder	  
•  Steve	  Tuecke	  
•  Vas	  Vasiliadis	  
	  
Collaborators	  
•  Carl	  Kesselman	  
•  Karl	  Czajkowski	  
•  Dean	  Williams	  
•  Francesco	  de	  Carlo	  
•  Jim	  Basney	  
•  Mar9n	  Swany	  
•  David	  Skinner	  
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Opportuni9es	  for	  collabora9on	  

“Research	  IT	  as	  a	  service:	  designing	  and	  crea9ng	  	  
	  	  the	  research	  cloud.”	  For	  example:	  
•  End-‐to-‐end	  understanding	  and	  op9miza9on	  of	  
local	  and	  wide	  area	  file	  transfers	  	  

•  Iden9fying	  research	  data	  management	  ac9vi9es	  
suitable	  for	  outsourcing	  

•  Data-‐intensive	  applica9ons	  involving	  simula9on	  
and/or	  experimental	  data	  

•  Architecture	  and	  implementa9on	  of	  ac9ve	  data	  
repositories	  
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Thank	  you!	  

	  
foster@anl.gov,	  @ianfoster	  
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